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Abstract

The exponential growth of the Internet in virtually

every metric has sparked a discussion about the role of

pricing in public data networks. Initial research results

demonstrate that priority pricing, congestion pricing,

and other pricing schemes have the potential for im-

proving social welfare over at-price schemes. While

promising, these initial results have signi�cant short-

comings that have limited their applicability; notably

that most prior analyses are static and usually focus

either on the technical or economical aspects without

consideration of the interplay between the two. This

paper addresses the need for a detailed study of more

realistic networks supporting di�erent types of appli-

cations. This paper focuses on two major features of

these networks: (1) the welfare e�ects of di�erent pric-

ing mechanisms, and (2) the dynamic stability of price

and tra�c under di�erent pricing schemes and user

models.
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1 Introduction
Prices can be used to control network tra�c

by giving signals to users to modulate their traf-
�c when the network is congested. This has been
shown previously by several researchers, both an-
alytically and using simulation [Cocchi et al., 1991,
Cocchi et al., 1992, Murphy and Murphy, 1994,
Murphy and Murphy, 1995, Tewari and Peha, 1995,
Wang et al., 1995]. While this result is not surpris-
ing to most economists, a variety of technical prob-
lems must be addressed to understand and implement
price-based resource allocation schemes.

Most studies of pricing in computer networks con-
sider only a network under a single administrative
entity. Lehr and Weiss [Lehr and Weiss, 1996] argue

that new economic and technical issues arise when
multiple, administratively independent networks are
interconnected that are not readily captured in the
economic studies of single networks. To support
this argument, they developed a static model that
extended earlier work by Mackie-Mason and Varian
[MacKie-Mason and Varian, 1995]. In this work, they
assumed that both networks used a congestion-based
pricing scheme.

To address the above issues, we have developed
a general simulation-based framework to capture the
essential properties of pricing in computer networks.
This framework is designed so that it can easily accom-
modate di�erent user models, pricing models, and net-
work models. The framework supports a wide variety
of user models, including interactive users, bulk users,
and real-time users. Tra�c from each user model is
characterized by its burstiness, the length of its pack-
ets and a desired value of end-to-end network delay.
The network model can be tailored to represent either
a network administered by a single network service
provider or multiple networks administered by mul-
tiple network service providers. Both models are of
interest: the former to evaluate the operation of a
network under a single administrative domain and the
latter to develop a richer understanding of the inter-
actions between multiple networks under multiple ad-
ministrative domains. For this paper, we will focus
on the former; the question of multiple networks will
be reported elsewhere. The pricing models considered
in this study are at pricing and congestion pricing.
We consider speci�cally at pricing schemes at vari-
ous price levels as well as a congestion-based pricing
scheme. Using at pricing, users are charged a fee for
every unit of tra�c they generate. Congestion-Based
pricing, on the other hand, is responsive to tra�c load.



Congestion-Based prices rise as the demand for the
network resources increases. Network costs or �xed
charges that users may experience as part of a two-
part tari� are not considered.

2 Model Description and Experimen-

tal Design
The results that we discuss in subsequent sections

depend heavily on the way in which the model is for-
mulated. In this section, we discuss the user model,
network model, pricing models, and the methodology.

2.1 User Model

An important part of the model is the way in which
the user is modeled. Each user i, or Ui is characterized
by its task and behavior as: fUi : Tkij ; Big, where
Tkij is task j executed by user i and Bi is the behavior
of user i. Users execute tasks, which generate packets.
Each user performs a task of certain type. Users have a
behavior associated with them. Users make decisions
based on the type and value of tasks and the price and
delay information received from the network.

A task Tkij is characterized by its type and value
as: fTkij : Tpij ; V

t
ijg, where Tpij is type of task j

of user i and V t
ij is the time t dependent value of

task j of user i. The value of a task is the sum of
the values of the packets associated with that task,
and is added to the net value of network use when
the task is completed. At the start of the task, the
same value is assigned to all packets associated with
a task. The value of each packet decays with time.
The tasks can be of di�erent types. In this model,
we assume three types of tasks: interactive, real time,
and bulk. In each case, the packet length is computed
by nil, ni = 1; 2; : : :. These are characterized as fol-
lows: interactive, real time, and bulk. In each case,
the packet length is computed by nil, ni = 1; 2; : : :.
We characterize these as follows: Interactive users

(e.g., telnet or WWW) generate a stream of short
packets (ni = 1) with moderate deadlines (no packet
loss); real time users (e.g., voice, video) are charac-
terized by large packets (ni = 3) and a hard deadline
(packet loss permitted); and bulk users (e.g., ftp)
consist of large packets (ni = 3) with long deadlines
(no packet loss).

It is assumed that users cannot possibly respond in
real time to dynamic prices, so that a user agent exists
that manages the admission of packets into the net-
work for them [Danielsen and Weiss, 1997]. The user
agent, which controls the packets that are transmit-
ted in any price interval, can transmit no more than
~x packets in any price interval due to technical con-
straints of the network. The user agent uses a decay

function related to the type of task that models the

user's loss in value as a function of time. Decay func-
tions are of the form shown in Figure 1.

Each packet associated with a task type receives
the identical pro�le and gets the full allotment of time.
Note that value �gures are relative, so that vi = 1 and
vm = �vi; (0 � � � 1). A \hard deadline" means
that te � td, and more moderate deadlines imply a
larger di�erence between te and td.
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Figure 1: Decay function for Packets

Operationally, the process works as follows: (1) Val-
ues are assigned to packets when a task initiates; these
values are randomly drawn from a uniform distribu-
tion (0,1]. Each packet associated with a task is given
this nominal value, vi. (2) If the packet is transmit-
ted prior to the deadline (td), its value remains intact.
This is implemented by placing the packet �rst in a
FIFO (First In First Out) queue in the user agent. (3)
If the packet resides in the bu�er too long, its deadline
is exceeded, and the value begins to decay linearly un-
til the expiration (te). This is implemented by placing
the packets that have waited in the FIFO beyond td
into a LIFO (Last In First Out) queue (Decision 1 in
Figure 2). (4) The network will always transmit the
FIFO packets �rst, then the LIFO packets, up to ei-
ther capacity of the network or the point at which the
price exceeds the value of the packet, whichever comes
�rst (Decision 2 in Figure 2). This ensures that the
highest value packets are transmitted �rst.

The behavior Bi of a user i depends on the type
of task it executes, and the price and delay informa-
tion received from the network. The network provides
an estimated price p̂t+1 for the next price interval.
The user can also record the experienced delay, dt, of
the most recently transmitted packet. The user agent
must compute d̂t+1, the delay estimate for the next
packet to be transmitted. The agent does this by com-
puting d̂t+1 = (1 � �)dt + �d̂t, where 0 � � � 1 is a

weighting factor and d̂t is the delay estimate for the
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Figure 2: User Model

most recently transmitted packet. Note that choos-
ing small values of � increases the value of the most
recently experienced delay, which makes the system
more sensitive to recent events. The user agent uses
this delay information in computing the value of the
packet according to the decay function. The user has
to make a decision about sending a packet into net-
work. The user compares the value of the packet with
the price. If the value of the packet is greater than
the price, the user sends the packet into the network.
Otherwise, the user does not send the packet and waits
until the next price interval for new price update.

The model also has a \ghost user" that enters the
networks periodically in order to saturate the network
with packets without regard to price or delay. The
purpose of this special user is to observe the dynamic
response of the network and users to an exogenous
\shock".

This model only works when all incoming packets
have the same value. The user is e�ectively self-sorting
his packets according to value. Since all packets are
associated with the same task, we have to assume that
the user is able to reconstruct the packet sequence at
the destination.

2.2 Network Model

The network model consists of three packet
switches connected in series by communication links.
Each packet switch is modeled as a single queuing sys-
tem. This model does not place a limitation on bu�er
size (so that there can be no dropped packets once a
packet enters the network), and each bu�er is serviced
as a FIFO. The service rate is limited by the band-
width of the link to the next destination. For this
simulation, the channel capacity is X packets/second.
Thus, the actual delay that a packet experiences is
composed of the sum of waiting time (queuing delay)
and transmission delay. Transmission delay is faced by
all packets, so the primary source of delay variation is
queuing delay. It is therefore the queuing delay that is

the focus of our interest. There are 108 users as well
as a \ghost user" connected to the network. We chose
to model 108 users so that any user's decision would
have a negligible impact on the price or performance
faced by other users. It is also assumed that the ser-
vice providers face a contestable market for network
services which prevents the network service provider
from charging monopoly prices.

Figure 3 illustrates the arrangement for a single ser-
vice provider who is operating three switches. Users
are connected to the switches as illustrated in the �g-
ure. The users are balanced equally based on number
of hops and application types (i.e. interactive, real
time, or bulk), so that the loads on the switches are
approximately equal on average. The \ghost user" is
a three hop user so that all switches are a�ected.
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Figure 3: Network Model - Single Service Provider

2.3 Pricing Models

We use two pricing models: at rate and
congestion-based pricing. In at rate pricing, the net-
work sets a �xed per packet price (0 � p � 1) that
faces all packets. We do not model non-usage sensi-
tive prices, such as attachment prices. In congestion-
based pricing, each switch i computes a price pi =

a+b
h

�i
1��i

i
where �i is the average utilization of switch

i in a price interval, and a and b are constants that
are selected so that the price is in the range of packet
values (0 � pi � 1). We make no assertion here this
is an optimal congestion price; however, we do assert
that this price behaves in a way that is similar to the
way in which optimal congestion prices are likely to
behave.

2.4 Methodology

The model described above is implemented using
the CSIM simulation language. Time is divided into
�xed \price intervals". At the beginning of each price
interval, the network announces a per-packet price
that is valid for the duration of the price interval. For



at rate prices, this computation is simple; the net-
work simply sets price. For congestion-based prices,
each switch i in the network computes the utilization
estimate �̂t+1 just as the user estimate of delay is com-
puted (and described in Section 2.1). Each switch i

in the network forecasts this utilization estimate �̂t+1.
The network then computes a price according to the
utilization estimates of the switches. The network also
estimates the price p̂t+1 for the next price interval just
as the user estimate of delay is computed (and de-
scribed in Section 2.1) and announces it to the users.

Revenue for each switch i is computed as the prod-
uct of switch price pi for switch i and the number of
packets transmitted by switch i during a price interval.
Each switch i collects revenue for packets transmitted
through it and the revenue is aggregated over the sim-
ulation time. Total revenue of the network is the sum
of revenues collected by all the switches.

When a task starts, a value is assigned to the pack-
ets of the task, as described above. This value of the
packet decreases according to the decay function if
packet is delayed in user bu�ers and in the network.
Surplus is computed when the packet exits the net-
work as the remaining value of the packet computed
according to the decay function minus actual price.
The network also informs each user of the delay that
packets experienced in the previous interval. While
networks do not provide delay information to the user
in practice, it is assumed that a user could gather this
information at virtually no cost.

The observations within a single run are almost
always correlated due to the use of pseudo-random
number (PRN) generator. Since the observations are
correlated one cannot directly apply con�dence inter-
val calculations. We use the batch means method
to generate uncorrelated samples for con�dence inter-
val computation. We start simulation from the set of
initial conditions in which all the queues empty and
servers idle. The system goes through a \warmup pe-
riod" or initial transient before reaching typical oper-
ating range. In order to avoid initial transients, we
start collecting data only after the system has stabi-
lized.

3 Results and Discussion

A set of our experiments was focused on the three
switches under a single administrative domain. In this
section, the results of this analysis are discussed. The
objective of this model was to further our understand-
ing of the behavior of more complex network struc-
tures. This behavior can be understood in terms of
welfare implications. We are interested in the wel-
fare implications of at (at various price levels) and

congestion-based pricing schemes. The price and traf-
�c behavior are also studied under at and congestion-
bases pricing schemes. Here, at prices refer to a �xed
per-packet price for the duration of the simulation.
Congestion-based prices refer to prices that can change
over the course of the simulation depending upon the
load in the network.

From an economic perspective, we were primarily
interested in the total welfare of the system under dif-
ferent circumstances. Figure 4 shows the impact of
di�erent levels of at price on welfare at di�erent net-
work loads. Welfare, which is the sum of revenue and
surplus, peaks at a price of approximately 0.3. Sur-
plus, which is the di�erence between value (i.e., will-
ingness to pay) and price, peaks at p = 0, whereas
revenue peaks at approximately p = 0:5. Consumers
prefer low prices and producers prefer higher - the wel-
fare optimum reects the equilibrium between these
preferences.
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Figure 4: Flat Pricing: The e�ects of Flat Prices on
Total Welfare

The total welfare is higher at higher loads because
the higher loads were achieved by increasing the num-
ber of packets into the network, not by decreasing
capacity. Adjusting � by adjusting capacity and �x-
ing load produces somewhat di�erent results, although
the overall shapes of the curves are similar. Since the
o�ered load is constant, the trend is to see reduced

welfare at higher loads because fewer packets make it
through the congested network.

In static analysis of the system, the ghost user
is turned o�. Figure 5 shows the total throughput
as a function of time for an intermediate load level
(� = 0:5) at di�erent prices (with 95% con�dence
intervals). The variation in total throughput is due
to the stochasticity of the model. Total throughput
is lower at higher prices because relatively few users
have applications that are valued su�ciently highly to



transmit at those levels. Note that the total through-
put displays less temporal variation at higher price
levels.
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Figure 5: Flat Pricing: Static Analysis

Figure 6 shows the behavior of congestion-based
prices with time. Since the prices reect congestion
levels, it is interesting to compare the typical price at
di�erent congestion levels with the similar congestion
levels under at prices. Except for � = 0:5, there is a
signi�cant deviation from the welfare maximizing at
price and the typical congestion price. We attribute
this di�erence to the congestion price computation al-
gorithm: we did not derive this as optimum.
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Figure 6: Congestion-based Pricing: Static Analysis

In dynamic analysis, we wish to explore the stabil-
ity of the system. The stability is analyzed by examin-
ing the response of the system to the ghost user's ex-
ogenous shock. The response of the network in terms
of price and tra�c (total throughput) is e�ectively
the impulse response of the system. If the network
resumes its pre-shock levels of performance quickly
(within a few price intervals), we consider it stable.

Figure 7 shows the tra�c (total throughput) re-
sponse of the network to the ghost user's exogenous
shock for three levels of at prices. The response of
the system is not very sensitive because the weighting
factor � has a value of 0.9. Total throughput increases
quickly to high levels with the arrival of ghost user and
then settles down to its pre-shock level after the ghost
user disappears. Since, total throughput levels of the
network before and after the shock are the same we
consider it stable in terms of tra�c response of the
system under the at pricing scheme.
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Figure 7: Flat Pricing: Dynamic Analysis (�=0.9)

Figure 8 shows the congestion-based pricing sys-
tem with the addition of ghost user. The response
of the system is highly sensitive as expected because
the weighting factor � has a value of 0.5 now. The
system responds to the ghost user by �rst increasing
price due to the congestion of the ghost user, and then
decreasing price to re-establish demand.
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Figure 8: Congestion-based Pricing: Dynamic Analy-
sis (�=0.5)

Figure 9 illustrates the behavior of total through-
put. Here, the tra�c of the ghost user is hardly ap-



parent for moderate to high values or �, although the
e�ect of the price increase is quite apparent. Since,
the total throughput and price levels of the network
before and after the shock are the same we consider
it stable in terms of tra�c and price response of the
system under congestion-based pricing scheme.
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Figure 9: Congestion-based Pricing: Dynamic Analy-
sis (�=0.5)

4 Further Research
In future papers, we will be focusing on the be-

havior of networks under multiple administrative do-
mains. This highlights some of the incentives of the
various carriers and e�ects that one carrier's behavior
has on the revenue stream of others. We will also dis-
cuss the di�erence between route dependent and route
independent pricing schemes.

It is expected that the outcome of this research
will inform public policy development process and the
standards development process to aid in the imple-
mentation of e�ective standards and e�cient public
policy in the area of computer networks. This research
will also make advances in computer-based discrete-
event simulation techniques in the areas of network
pricing and network economics.
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